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Amazon Aurora...
Enterprise database at open source price

Delivered as a managed service
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Aurora scale-out, distributed architecture
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Six-way replicated storage
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Write quorum In action
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I/O flow in Aurora storage node
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Write and read throughput

Aurora MySQL is 5x faster than MySQL
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Bulk data load performance
Aurora MySQL loads data 2.5x faster than MySQL

Amazon : :
Aurora Data loading Index build
MySQL Data loading build

0 100 200 300 400 500 600 700 800
Runtime (sec.)

10 Sysbench Tables, 10MM rows per each
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Bulk data load performance
Aurora PostgreSQL loads data 2x faster than PostgreSQL

pgbench initialization, scale 10000 (150 GiB)

86% reduction in vacuum time

0 500 1000 1500 2000 2500 3000 3500 4000

Amazon Aurora

PostgreSQL Index Build

Runtime (seconds)
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Continuous HW upgrades to boost performance
Aurora MySQL - 2015 to 2018

Max write throughput — up 100% Max read throughput — up 42%
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R3.8xl (2015)
32 cores, 256-GB memory

R4.16x| (2017) R5.24x| (new in 2019)
64 cores, 512-GB memory 96 cores, 768-GB memory
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Aurora Read Replicas

Reader end-point #1 Reader end-point #2
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MySQL vs. Aurora I/0 profile

MYSQL WITH REPLICA

AMAZON AURORA
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MySQL I/0 profile for 30 min Sysbench run
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Aurora read replicas are dedicated to reads

MYSQL READ SCALING
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Aurora read scaling options
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Aurora Global Database
Faster disaster recovery and enhanced data locality

Washington D.C.

R R
Portland, OR Columbus, OH >
R R \ R R
< STORAGE Dublin

R R
> STORAGE

High throughput: Up to 200K writes/sec
Low replica lag: < 1 sec cross-country lag

Fast recovery: < 1 min region unavailability
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Global replication performance
Logical vs. physical replication
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SysBench OLTP (write-only) stepped every 600 seconds on R4.16xlarge
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Aurora Parallel Query

Speeding up analytical queries
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Parallel Query performance results

Well-known decision support benchmark

120x

100x

80x Query response time reduction
= Peak speed up ~120x

60x

= >10x speedup: 8 of 22 queries

40x
20x

Ox
Q1 Q2 Q3 Q4 Q5 Q6 Q7 Q8 Q9 Q10Q11Q12Q13Q14Q15Q16Q17Q18Q19Q20Q21Q22

Aurora®/\S L)L O T UEEZT A K U, /fjﬁ—?DZﬁL(iaFﬁ(C@ﬂ_Cb\?i Lico 125>
NETFLIX R&5A1T%r3.8xlargensr3.2xlargelcifsd ZENTEFHUZ, CDI—RAT—X Tl /SLIL
OTVUEFFEB(ICE>TRERFETUE,

Jyoti Shandil, Cloud Data Architect
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Aurora lock management

MySQL lock manager
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Asynchronous
key prefetch
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Latency improvement factor vs. Batched Key Access (BKA)
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Batched scans

1.78X

1.80

1.60
EEDOMySQLTIZUTHICIMBZITDIes
A —=)\—= Y RRKREL RSB |
. function®5Ed+t L 1.20
- OvOoESYF 1.00
- W—VILDREFEEITTIYVF 050
- InnoDB M5 MySQL A4 —< W hMADZEHA e

0.40
Amazon AuroraldInnoDB buffe poolh ’
557 )% )\ F T5dHAD 0.20
- Table full scans
. Index full scans B o o S

S & FF o

- Index range scans _
Latency improvement factor vs. Batched Key Access (BKA)

join algorithm. Decision support benchmark, R3.8xlarge

aWS © 2019, Amazon Web Services, Inc. or its affiliates. All rights reserved.
v’



bility & manageability



Instant crash recovery

Traditional database
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Cluster Cache Management — Aurora PostgreSQL

Avoiding a cold cache after failover

PGBench 20X RO / 1X RW 160GB Cached - Failover at 600 Seconds
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How Cluster Cache Management works

———————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————

Availability Zone 1

Application Application

Failover Eailove I block aclldressies to load Failover
Priority r L Priority
1 Priority bloom filter: of replica 0

0 —— ; cache

Aurora
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Cluster Cache Management — Aurora PostgreSQL

Failover to an (almost) fully warm cache

PGBench 20X RO / 1X RW 160GB Cached - Failover at 600 Seconds
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Aurora Backtrack
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How Backtrack works t,
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Fast Database Cloning

EHUEA R —SOX MILTTF—4

N—ADIE—%=1ERL 3 BDCreation of a

20— EFFBEBNRED - T—F%Z21E—

L7k

» T—HDIAE—(FESTIAHEFCDAHTION
D - wOMU1—-—LFT—FE00-2
NI 1 — AT —INERDBIGEN DD

« 55 N1500—>F CI{ERRD]IEE

A—RT—X
» KEDT —IN—R%ZT A NENTHA
o« T—HINR—XDEEM

« REZATAICEEZNFETT. DFERNTX
Fwv T 3w ~DBZEVERK

aWS © 2019, Amazon Web Services,

\/‘7

Dev/test
applications

L

" Clone |
R\

Production.
applications .

AY
N
\
\
AY
Y
Ay
\
N
Y
AY

Production database

Inc. or its affiliates. All rights reserved.

Benchmarks

L

/" Production
" applications

/
/




Aurora

How Fast Database Cloning works
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Aurora Serverless
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scale up and down with load

Aurora Serverless
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Amazon RDS Data API for serverless apps
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Amazon runs on Aurora
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